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Sensing-Aided Adaptive PPO for Multi-Vehicle Beam-Scan
Management in FR3 V2X
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Abstract

In frequency range 3 urban vehicle-to-everything networks,
narrow beams are prone to misalighment caused by vehicle mobility, and the current
periodic beam scanning method of the 3rd generation partnership project (3GPP) has
difficulty balancing beam update against scanning cost. This paper proposes sensing-
aided adaptive PPO (SAAPPO), a method for the beam scanning timing of multiple
vehicles. The base station acts as the agent and takes the sensing echo features, the
angle of departure estimated from the sensing echo, the Cramér—Rao lower bound
estimate, the vehicle decision mode, and the current beam state as observations. The
reward function integrates three terms, namely the
spectral efficiency, the successful transmission indicator, and the active scan ratio, so
as to account for both the average performance across vehicles and the performance
of the worst vehicle. Simulation results show that, over 40—70 km/h, both the average
successful transmission rate across vehicles and the successful transmission rate of the
weakest

received-signal vehicle achieved by SAA-PPO are higher than those of the current 3GPP
periodic beam scanning method, and that its active scan ratio increases as the vehicle
speed increases, exhibiting the ability to adaptively adjust the scanning frequency
according to mobility conditions.
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Abstract

MRI (Magnetic Resonance Imaging) is one of the most advanced, non-invasive tools
used in medical diagnostics, especially for imaging soft tissues in the brain. It's key in
diagnosing neurological disorders like tumors, Alzheimer's, Parkinson's, and other
brain issues (Chen et al., 2023). However, MRI has some challenges, such as noise,
motion artifacts, and inconsistencies from different scanning methods (Vadmal et al.,
2020). These problems can make it harder to get accurate results, especially when
doctors have to interpret complex images. Recent improvements in computational
techniques, particularly spatial domain methods, are helping to tackle these issues.
These methods focus on pixel values to improve image clarity and make it easier to
detect important features, like tumors or signs of neurodegenerative diseases (Chen
etal., 2023). With the rise of deep learning techniques, especially Convolutional Neural
Networks (CNNs), MRI image analysis has become more automated, requiring less
human input and making diagnoses more reliable (Ali et al., 2025).

Privacy-Preserving Data Security and 3D/4D Image Processing in Cloud-
Based Healthcare Applications
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Abstract

Three-dimensional digital image processing is an important area of research that has
numerous applications in the fields of medical imaging, seismology, geomorphology,
remote sensing, and material sciences. Depending on the requirement for solving a
specific problem, one must identify various features of three-dimensional images while
applying suitable algorithms. For example, the quantitative analysis of anatomical
structures in MRI/CT images requires extraction of volumes and shapes of certain parts
of human body. In order to do this, there is a need for detecting features such as points,
lines, contours, surfaces, wireframes, textures, and skeletal forms from
threedimensional images. Detecting such superficial and volumetric features of three-
dimensional images has always been a difficult task and there is little progress made
and found in literature. This problem is the actual motivating factor behind the work
carried out and reported in this paper.

Improving the Quality of a Software Project Management Policy
Advisory Chatbot Using RAG Combined with Prompt Engineering

Quang Hung Nguyen

Post and Telecommunication Institute of Technology
Vietnam
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In software project management, team members often need to manually search
through multiple policy documents, which is time-consuming and may lead to
inconsistent interpretation. This paper presents a policy advisory chatbot built on a
large language model (LLM) and combining Retrieval-Augmented Generation (RAG)
with Prompt Engineering. The knowledge base consists of 40 policies across four major
groups--Agile/Scrum, Change Management, Quality Assurance, and Incident
Management--manually standardized and referenced against the Scrum Guide and
PMBOK. The system uses the all-MiniLM-L6-v2 embedding model with 384 dimensions
and a FAISS vector database using the IndexFlatIP index to retrieve context. Prompt
Engineering is applied to guide the output structure, constrain the model to use only
information from the retrieved context, and activate a refusal mechanism when a
query is outside the knowledge scope. The experimental evaluation was conducted on
a test set of 68 questions, run in parallel across three modes: LLM-only, RAG, and RAG
combined with Prompt Engineering, producing 204 responses for assessment. Results
show that RAG combined with Prompt Engineering achieved an average score of 7.71/8
and a Strong response rate of 94.1%, while plain RAG achieved 7.65/8 (88.2% Strong)
and LLM-only achieved 3.41/8. The findings indicate that RAG is the main component
improving accuracy and source grounding, while Prompt Engineering adds value by
standardizing output format and control-ling refusal behavior.

Journal Editor Perspectives Regarding the use of Artificial Intelligence
in Scientific Articles

Anindya Gita Puspita

UIN Maulana Malik Ibrahim Malang
Indonesia
anindyagita@uin-malang.ac.id

Hirma Susilawati

Universitas Muhammadiyah Mataram
Indonesia
hirmasusilawati4@gmail.com

Abstract

It's no secret that artificial intelligence is widely used in academia. Al is often seen as
helping academic writers construct sentences and improve vocabulary. However, this
raises concerns about the originality of work, the accuracy of information, and the issue
of plagiarism. As decision-makers in journals, journal editors have the authority to
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maintain the quality of information. This paper aims to explore editors' perceptions
regarding the use of Al in scientific writing. The research method used was qualitative.
This study was conducted by interviewing journal editors in developing countries. The
results show that journal editors in developing countries agree with the use of Al in
scientific writing, but within permissible ethical limits. Al is permissible for language
translation, grammar, and research idea generation. Al should not be used in data
analysis and interpretation. Furthermore, journal editors stated that detecting Al use
in scientific writing is based on personal experience, observing content consistency,
and reviewer recommendations. Editors hope that there will be editor training and
new Al ethics guidelines that can help editors maintain the quality of scientific article
content

Design and Development of an Al-Integrated Cooperative Accounting
Information System for Digital Transformation
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Abstract

Savings and loan cooperatives (Koperasi Simpan Pinjam/KSP) serve as a vital pillar of
Indonesia's community-based economy, yet they continue to face substantial
challenges in financial management. KSPs in Jambi Province predominantly rely on
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conventional or semi-digital accounting systems that are prone to recording errors,
incapable of real-time financial reporting, and insufficient in supporting data-driven
decision-making — constituting a critical barrier to sustainable digital transformation.
This study aims to design and develop an Artificial Intelligence-Based Cooperative
Accounting Information System (AI-CAIS) to automate accounting processes, detect
transactional anomalies, and deliver predictive analytics for more effective KSP
management in Jambi Province. The study adopts a Research and Development (R&D)
methodology using the ADDIE model (Analysis, Design, Development, Implementation,
and Evaluation). The system was developed as a web-based application integrating Al-
powered modules for automated journal entry and financial statement generation,
machine learning-based anomaly detection, and member financial performance
prediction. Validation was conducted through black-box testing, User Acceptance
Testing (UAT), and expert review involving accounting practitioners and KSP
administrators. The results demonstrate that Al-CAIS achieved an accounting accuracy
rate of 97.4%, anomaly detection precision of 94.2%, and a UAT satisfaction score of
4.6 out of 5.0. The system reduced monthly financial reporting time by 68% compared
to conventional approaches. This study concludes that Al-CAIS represents a significant
advancement in cooperative digital transformation and offers a replicable model for
cooperative modernization across Indonesia. Future research is recommended to
explore blockchain integration for enhanced data security.

BoHeM: Heterogeneous Stacking with Borda-Aggregated Stable
Features for 16-Class Obfuscated Memory Malware Classification
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Abstract

The rapid growth of fileless malware and Living-off-the-Land techniques has weakened
detection mechanisms that rely primarily on executable files or persistent storage
artifacts. Memory forensics provides a suitable alternative because it captures
behavioral evidence directly from volatile memory. Nevertheless, simultaneous multi-
class classification from tabular memory features remains challenging because of class
imbalance, overlapping behavior among malware families, redundant features, and
the risk of data leakage during model development. This paper proposes BoHeM, a
heterogeneous classification framework for the 16-class setting of CIC-MalMem-2022.
The framework follows six stages: data cleaning, stable feature selection,
hyperparameter optimization, out-of-fold prediction generation, probability-level
aggregation, and reliability and explainability analysis. To reduce dependence on a
single feature-ranking method, BoHeM aggregates XGBoost Gain, Permutation
Importance, and SHAP rankings computed on a representative tree-based learner
across multiple random seeds using Borda Count. The number of retained features is
selected through repeated cross-validation and a quantitative plateau rule. XGBoost,
LightGBM, and FT-Transformer are optimized using Optuna-TPE and combined from
out-of-fold probability predictions to limit information leakage at the ensemble layer.
On the held-out test set, the optimized Weighted Average achieves the highest
accuracy of 79.65%, whereas the final Meta-LGBM stacking configuration, selected for
its highest macro F1-score, achieves 78.15% accuracy, 77.88% macro precision, 78.15%
macro recall, and a 78.22% macro F1-score. Statistical testing and confusion-matrix
analysis are used to examine model reliability and confusion patterns, while SHAP is
used to analyze feature importance on a representative base learner rather than to
directly explain the complete stacking model.

Automatic Task Reading for Cooperative Multi-Agent Assistance under
Unseen, Noisy, and Delayed Cues

Bui Phi Hung

Posts and Telecommunications Institute of Technology
Vietnam

n23dcat028 @student.ptithcm.edu.vn



https://socio.org.uk/rtis/openconf
mailto:n23dcat028@student.ptithcm.edu.vn

Eighth International Conference on Real-time Intelligent Systems (RTIS 2026)

Nguyen Minh Tuan

Posts and Telecommunications Institute of Technology
Vietnam

minhtuan@ptit.edu.vn

Dang Huynh Tan Hien

Posts and Telecommunications Institute of Technology
Vietnam

n23dcat022 @student.ptithcm.edu.vn

Phayung Meesad

King Mongkut's University of Technology North Bangkok
Thailand

phayung.m@itd.kmutnb.ac.th

Anderes Gui

School of Information Systems Bina Nusantara University
Indonesia

anderesgui@binus.edu

Abstract

This paper studies Automatic Task Reading (ATR) for cooperative multi-agent assistance
under partial observability. In ATR, a helper agent must infer a leader's hidden task from
temporal behavioral evidence and convert this belief into a task-effective assistive
action. We introduce a compact leader-helper benchmark and evaluate TUL-Full, which
combines supervised task reading, behavior-cloning warmup from solvability rollouts,
and policy-gradient fine-tuning without using oracle goal information at test time.
Across five seeds, TUL-Full achieves 1.000 success on easy tasks, 0.991 on medium
tasks, 0.856 on unseen layouts, 0.946 under 20% cue noise, and 0.937 with delayed
cues. It substantially outperforms task-only, reader-only, no-history, and heuristic-assist
baselines. Ablations show that reading accuracy alone is insufficient; temporal task
reading must be grounded in assistive action selection to improve cooperative success.

Actionable Explanations for Intrusion Detection: From Feature Evidence to
ATT&CK-aligned Triage

Bui Phi Hung
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Abstract

Machine-learning-based intrusion detection systems can detect malicious traffic
beyond manually engineered signatures, yet their alerts often remain difficult to triage
in operational security environments. Most explainable artificial intelligence methods
for intrusion detection stop at the feature level. Although such outputs reveal which
variables influenced the prediction, they do not directly indicate which threat behavior
is most plausible or what should be examined next. This paper proposes an actionable
explanation framework that converts detector evidence into MITRE ATT&CK-aligned
triage artifacts. Starting from a flow-based detector and a post-hoc explainer, the
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framework extracts influential evidence, aggregates it into semantically meaningful
groups, maps the resulting evidence profile to candidate ATT&CK techniques, and
recommends corresponding triage actions through a transparent playbook layer. To
evaluate this setting, the paper introduces analyst-oriented metrics beyond
conventional explanation quality: Technique Alignment Accuracy (TAA), Action
Precision (APx), Triage Efficiency (TE), and Investigation Load Reduction (ILR).
Experiments on UNSW-NB15 show that the shared detector backbone achieves an
accuracy of 0.8237, a Macro-F1 score of 0.6366, and an AUROC of 0.9665 across all
explanation variants. Moving from feature-only to ATT&CK-aligned explanations
improves semantic usefulness, with TAA increasing from 0.2202 to 0.5458 and APx
increasing from 0.2599 to 0.4480. The full actionable pipeline achieves the highest TAA
of 0.5463, TE of 0.8093, and ILR of 0.5967, indicating that explanation-to-triage
transformation improves analyst-facing utility while preserving detector performance.
The results also reveal a meaningful trade-off: the ATT&CK-augmented variant remains
best in strict action precision, whereas the full pipeline provides the best end-to-end
triage utility. Overall, the proposed framework provides a practical bridge between
explainable machine learning and analyst-facing security operations while preserving
transparency, modularity, and auditability.

A Practical Explainable Ophthalmic Screening Pipeline with
Quantitative XAl Evaluation across RetinaMNIST and OCTMNIST
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Abstract

Early ophthalmic screening requires more than classification accuracy: predicted
probabilities should be calibrated, operating thresholds should prioritize clinically
important recall, and visual explanations should be quantitatively evaluated. This
paper evaluates an explainable screening pipeline on RetinaMNIST for diabetic
retinopathy screening and OCTMNIST for abnormal optical coherence tomography
detection. The pipeline combines EfficientNet-BO, exponential moving-average
stabilization, top-checkpoint ensembling, temperature scaling, validation-based
threshold selection, Grad-CAM, and Integrated Gradients. Across three RetinaMNIST
seeds, the pipeline achieves a mean AUC of 0.904 with a 95% bootstrap confidence
interval of [0.873, 0.932]. At the validation-selected practical operating point for the
selected seed, it reaches a recall of 0.929 and an F1-score of 0.862. On OCTMNIST, the
pipeline achieves an accuracy of 0.9930 and an AUC of 0.9995 at the default threshold.
Quantitative evaluation on 48 RetinaMNIST test images shows that Grad-CAM
outperforms Integrated Gradients in faithfulness gap, retina-region energy ratio, and
flip consistency. Distribution-shift experiments identify Gaussian noise as the principal
robustness limitation, reducing the AUC to 0.566 at severity level 2. These results show
that probability calibration, recall-oriented operating-point selection, quantitative
explanation assessment, and corruption testing should be evaluated together when
developing explainable ophthalmic screening systems.

Temporal Pruning for GraphRAG-Based Educational Assistants:
Improving Retrieval with Document Validity Constraints

Lam Duy Quy, Luong Vo Quoc, Nguyen Minh Tuan
Posts and Telecommunications Institute of Technology
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Abstract

Graph Retrieval-Augmented Generation (GraphRAG) has emerged as a promising
approach to augment Large Language Models with graph-structured knowledge
retrieval and multi-hop reasoning. By organizing information as interconnected entities
and relationships, GraphRAG enables richer contextual retrieval than conventional
Retrieval-Augmented Generation (RAG) systems. Nevertheless, most existing
GraphRAG frameworks pay little attention to the temporal validity constraints of
evolving documents and primarily rely on semantic relevance and graph connectivity
during retrieval. This limitation is particularly evident in educational environments
where admission policies, academic regulations, and curriculum documents are
frequently revised over time. As multiple versions of semantically related documents
may coexist within the same knowledge repository, outdated information may still
participate in retrieval and negatively affect answer generation

To address this challenge, this paper proposes a Temporal Pruning framework for
GraphRAG-based educational assistants. The proposed approach incorporates
document validity constraints into the retrieval process through query-time temporal
filtering. Instead of modifying graph construction or permanently removing historical
information, the framework constructs a temporal retrieval view containing only graph
elements that remain valid at the queried time period. Retrieval is subsequently
performed on this filtered view while preserving the original knowledge graph.

Experiments conducted on educational regulations, curriculum documents, admission
policies, and administrative decisions collected from multiple document versions
demonstrate that the proposed approach consistently improves retrieval effectiveness
and answer quality. Compared with the original GraphRAG framework, Temporal
GraphRAG achieves higher Precision, Recall, Mean Reciprocal Rank (MRR), and answer
accuracy while reducing retrieval latency.

The results indicate that document validity constraints provide an effective retrieval
signal for educational knowledge repositories containing multiple document versions.
The proposed framework offers a practical and lightweight solution for improving the
reliability of GraphRAG-based educational assistants in dynamic policy environments.
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Abstract

Dynamic malware analysis based on API-call traces is less
directly affected by static obfuscation than file-header or byte-level sig
natures, but many detectors still represent traces as isolated tokens or
sparse n-grams. Such representations provide competitive empirical base
lines, yet the design of these representations rarely models interactions
between short- and long-range behavioral motifs. This paper studies
bilinear interaction networks for API-call malware analysis. Each trace is
converted into multiple motif views, including short k-mers, long k-mers,
semantic k-mers, and combined raw-semantic views. Sparse TF-IDF fea
tures are compressed by truncated singular value decomposition, and a
controlled family of fusion modules is evaluated: concatenation, bilinear
only fusion, residual bilinear fusion, and gated bilinear fusion. On an
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exact-deduplicated binary APl-call benchmark with 13,206 traces, the
best controlled single run is concatenation over raw-semantic motifs with
0.8844 macro-F1, and the highest controlled gated-bilinear run reaches
0.8826 macro-F1. Across three seeds, gated bilinear fusion over short and
long motif views improves mean macro-F1 from 0.8578 to 0.8672 relative
to concatenation. The clearest evidence appears under trace perturba
tions: bilinear models exceed the highest classical sparse baselines in 11 of
12 insertion, deletion, and local-reordering settings, with gains around 2-3
macro-F1 points for insertion and low-to-moderate deletion/reordering.
On an eight-class malware family/type task, bilinear models remain com
petitive but do not surpass the highest-performing sparse classifier. The
results support bilinear interaction as a robustness-oriented modeling
component for API-call malware detection and clarify the limits for family
classification.
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Abstract

Learning-augmented online algorithms use predictions to improve sequential resource-
control decisions, but a forecast that is useful under normal operation can become a
harmful control input when the prediction channel is corrupted. This paper develops
Aegis, a prediction-firewall construction for adversarially robust learning-augmented
cloud control. The construction transforms each observed forecast into a guarded
online threshold through trust estimation, interpolation toward a classical break-even
rule, clipping inside a safety envelope, and a small portfolio of guarded controllers. The
analysis separates two effects that are coupled in direct prediction use: envelope safety,
which bounds worst-case threshold exposure, and clean prediction consistency, which
is controlled by the trust term when clipping is inactive. The evaluation is computed
directly from the full experiment outputs: five seeds, seven workloads, six corruption
regimes, seven corruption budgets, 30,000 episodes per setting, 1260 workload-attack
budget-seed combinations, and 16,380 controller summaries. On real traces under
structured high-budget corruption, Aegis-Portfolio reduces the mean episode ratio
from 2.7871 + 0.0209 to 1.6756 + 0.0011 and the P99 episode ratio from 10.9934 +
0.0020 to 2.0295 * 0.0042 relative to Prediction-only. Under clean real-trace inputs,
Aegis-Portfolio is less efficient than direct prediction use but remains 11.7% lower in
mean ratio than Classical-threshold. These results indicate that prediction firewalls are
useful when clean prediction benefit and adversarial tail safety must be evaluated
together.

Measuring Robust Explainability Under Distribution Shift and Drift
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Abstract

Post hoc explanations are commonly evaluated on clean, in-distribution data, although
deployed vision models frequently encounter noise, blur, illumination changes, and
other forms of distribution shift. A classifier may preserve its prediction under such
conditions while its explanation changes substantially or no longer remains faithful to
the model decision. We investigate this mismatch by evaluating explanation
robustness under controlled distribution shifts on the STL-10 image dataset.We assess
Saliency, Integrated Gradients, Grad-CAM, and LIME under Gaussian noise, Gaussian
blur, brightness variation, contrast variation, and motion blur, each applied at five
severity levels. We introduce the Robustness under Drift Score (RDS), which combines
Spearman-based attribution stability with the retention of perturbation-based
faithfulness under shifted inputs. We further evaluate lightweight explainer-side
smoothing as a post-processing strategy that does not modify or retrain the underlying
classifier.

Across the complete shifted evaluation set, Integrated Gradients achieves the highest
overall RDS of 0.7157, followed by Grad-CAM at 0.7102, while LIME
obtains the lowest score of 0.5915. Smoothing increases the mean RDS of Saliency
from 0.6923 to 0.7655 and that of Integrated Gradients from 0.7156 to 0.7611 but
provides little benefit to Grad-CAM and reduces the performance
of LIME. These results demonstrate that predictive stability does not imply explanation
stability and that smoothing should be selected according to the explainer rather than
applied as a universal robustness mechanism.

GARD-RL: Game-Aware Reinforcement Defender Allocation on
Dynamic Attack Graphs

Nguyen Anh Khoa, Nguyen Minh Tuan, Huynh Trong Thua
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Abstract

Attack graphs represent multi-step compromise paths, while game-theoretic security
models capture strategic attacker—defender interactions. However, static attack-graph
heuristics cannot adapt their allocations to evolving evidence, partial observations,
changing budgets, or attacker rerouting, whereas repeatedly solving a game-theoretic
equilibrium can be impractical for large and dynamic graphs. We propose GARD-RL, a
game-aware reinforcement-learning framework for sequential defender allocation on
dynamic attack graphs. At each step, the defender observes graph-structured security
information and selects one budget-feasible monitor, harden, patch, isolate, or no-
operation action. A lightweight GraphSAGE encoder aggregates local dependencies and
global context, while an action mask prevents infeasible or redundant defensive
decisions. The stochastic environment models compromise probabilities, security
evidence, credential-dependent movement, service dependencies, defense states,
attacker rerouting, mission loss, action cost, and service disruption. We evaluate GARD-
RL-BM using three random seeds and five evaluation splits, including in-distribution,
out-of-distribution, attacker-shift, partial-adaptive, and decoy settings. The proposed
policy achieves a mean attacker mission-success rate of 0.0013 + 0.0052 and a mean
cumulative loss of 3.0202 £ 0.6265, outperforming seven static baselines and an MLP-
PPO ablation. It also achieves zero mission success in all evaluated cells for shortest-
path, exploitability-greedy, stealthy, and adaptive attackers. These results support
graph-aware sequential defense under constrained budgets while also revealing higher
defense cost and service disruption than the strongest centrality-based baseline.

SafeBellman-Web: A Predictive Safety Boundary for LLM-Based Web
Agents under Dark Patterns
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Abstract

Large language model (LLM) agents can execute multi-step tasks through web
interfaces, but successful task completion does not guarantee that their actions
respect user intent when dark patterns are present. We propose SafeBellman-Web, a
predictive safety boundary for selecting short-horizon web trajectories that are both
safe and task-useful. Given the current page state, task, interaction history, and
candidate plans, the framework separately predicts task progress, safety cost, safe-
completion probability, feasibility, dark-pattern risk types, and selector utility.
Candidate trajectories are first filtered using validation-selected safety-cost and safe-
completion constraints, after which a learned selector ranks only the eligible
alternatives. We introduce Mini-TrickyArena, a controlled benchmark containing
98,560 candidate trajectories, 20,160 decision groups, two website families, fourteen
interface variants, six dark-pattern risk types, and planning horizons of one to three
actions. Across three random seeds, SafeBellman-Web achieves a target-consistent
selection rate of 1.000 + 0.000 on mixed-site test and holdout groups, 0.992 + 0.009 on
strict unseen interface variants, and 0.827 £ 0.195 under keyword masking. Removing
safety-cost supervision reduces target-consistent selection by up to 0.651, while
removing selector supervision reduces it by up to 0.453. These results show that risk
prediction alone is insufficient for choosing actions that are both safe and effective for
task completion. However, cross-site transfer remains limited, restricting the
conclusions to the evaluated website families and interface transformations.

Reconfiguring_Geodetic_Sets_via_Shortest_Path_Intervals
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Abstract

A geodetic set is a vertex set whose pairwise shortest-path intervals cover all vertices
of a graph. Although geodetic sets have been extensively studied from optimization,
enumeration, and parameterized-complexity perspectives, the reconfiguration
structure of their solution space remains largely unexplored. We introduce fixed-
cardinality Token Jumping reconfiguration for geodetic sets and its minimality-
preserving variant. We first show that unrestricted Token Addition/Removal yields a
trivial reachability structure because geodetic feasibility is monotone under vertex
addition. For exact computation, we develop a reusable feasibility oracle based on
precomputed shortest-path interval bitsets. For connected block graphs, building on
the known simplicial-vertex characterization, we show that every fixed-cardinality
geodetic reconfiguration graph is a Johnson graph. This yields closed-form expressions
for reachability, reconfiguration distance, and diameter. We also provide a
disconnected example on the four-cycle C4 and derive a local interval formula for
connected cographs. Exact experiments validate the interval-bitset oracle, compare
materialized and bidirectional search strategies, and analyze minimal geodetic sets
separately for each cardinality. The results reveal both connected and disconnected
fixed-size solution spaces and establish a structural and computational foundation for
geodetic-set reconfiguration.

Deep Reinforcement Learning for Automated Stock Trading Using a
Deep Q-Network Framework
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Abstract

Deep reinforcement learning has emerged as a promising approach for automated
stock trading by enabling intelligent agents to learn sequential decision-making policies
directly from market interactions. However, conventional prediction-based methods
often fail to capture the long-term effects of trading decisions and portfolio
optimization. This paper proposes a Deep Q-Network (DQN)-based automated stock
trading framework that formulates the investment process as a Markov Decision
Process (MDP). Historical stock market data, including Open, High, Low, Close (OHLC)
prices and trading volume, are transformed into sequential market states using a
sliding-window mechanism. The DQN agent learns an optimal trading policy by
interacting with the trading environment through three discrete actions: Hold, Buy,
and Sell. To improve learning stability, the proposed framework integrates experience
replay, a target network, and an exponentially decaying e-greedy exploration strategy.
In addition, a portfolio-based reward function and a Trading Accuracy metric are
introduced to evaluate both profitability and decision quality. Experimental results
demonstrate that the proposed framework successfully learns profitable trading
strategies and continuously improves portfolio value throughout the training process.
The findings indicate that deep reinforcement learning provides an effective solution
for adaptive portfolio management and sequential financial decision-making, offering
promising potential for intelligent algorithmic trading systems.

RACA__Risk_Adaptive_Crypto_Agility_with_Fail_Closed_Policy_Enfor
cement_for_Transaction_Security

Tuan Nguyen Minh, Bao Tran Cong


https://socio.org.uk/rtis/openconf
mailto:phong.lt@ktkt.edu.vn
mailto:minhtuan@ptit.edu.vn

Eighth International Conference on Real-time Intelligent Systems (RTIS 2026)

Faculty of Information Technology, Posts and Telecommunications Institute of
Technology

Vietnam

minhtuan@ptit.edu.vn

n23dcat008 @student.ptithcm.edu.vn

Anderes Gui

School of Information Systems, Bina Nusantara University, Jakarta 11480
Indonesia

anderesgui@binus.edu

Abstract

Post-quantum migration and heterogeneous transaction risk create a practical
deployment tension. Assigning every transaction to the highest-ranked cryptographic
profile provides uniform assurance but increases modeled operational cost, whereas
an unconstrained risk-based selector may choose a profile below mandatory policy
requirements. This
paper presents RACA, a risk-adaptive crypto-agility framework that separates machine-
learning recommendation from policy enforcement. A calibrated risk model proposes
a cryptographic profile, while a policy floor derived from risk, payload sensitivity,
regulatory status, out-of-distribution evidence, and predictive uncertainty defines the
minimum admissible profile. The final decision is the higher-ranked recommendation
and the floor. RACA is evaluated on IEEE-CIS, PaySim, and BAF-Base using chronological
training, calibration, and test segments. Under the evaluated profile definitions and
experimental cost model, RACA reduces normalized cost by 62.56%—83.40% relative to
assigning the hybrid LPQ profile to every transaction. The post-guard floor-in-variant is
preserved in all reported guarded decisions, whereas risk-only selection falls below the
floor in 49.45%-55.51% of test transactions. More conservative recommendation
thresholds increase high-assurance coverage among fraud-labeled transactions at a
modest increase in modeled cost. The results support adaptive profile selection when
its recommendations remain subordinate to an explicit and auditable policy floor.

EVADE-XAI: Prototype-Guided Counterfactual Explanations for Flow-
Based Intrusion Detection

Tuan Nguyen Minh, Bao Tran Cong, Nam Truong Dong, Hung Bui Phi
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Abstract

Flow-based intrusion detection systems can achieve high predictive performance, yet
their operational value depends on whether alerts can be explained in a way that
supports analyst understanding of both local evidence and proximity to evasion. This
paper presents EVADE-XAI, an analyst-oriented framework that combines an XGBoost
detector, TreeSHAP local attribution, and prototype-guided counterfactual search. The
counterfactual module searches for nearby benign prototypes under explicit feasibility
constraints, rather than treating explanation as an unconstrained perturbation of the
prediction. Experiments on UNSW-NB15 evaluate detector quality and counterfactual
quality using feasibility, edit distance, and explanation-preserving actionability. The
detector achieves 0.9469 accuracy, 0.9517 balanced accuracy, 0.9434 macro-F1,
0.9921 AUROC, and 0.9957 PR-AUC. On 150 held-out attack alerts, prototype-guided
search achieves the highest feasibility rate and actionability score among the main
operational baselines, while keeping the feasible candidate set substantially more
compact than those of nearest-benign search and random perturbation. The results
show that combining attribution and prototype-guided near-evasion reasoning can
yield more actionable explanations for operational intrusion-detection reviews.

Tamper-Evident Audit Trails for Explainable Artificial Intelligence:
Versioned Explanation Provenance with Merkle Ledger Records
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Abstract

Explainable artificial intelligence is increasingly deployed in regulated prediction
pipelines, yet an explanation provides weak audit evidence when it is detached from
the model version, dataset state, configuration, and action context that produced it.
This paper presents XAIR-Ledger, a tamper-evident audit framework that transforms
each explained prediction into a canonical, version-bound record and commits its
digest to an append-only Merkle ledger. The record binds the input, model, dataset,
explanation configuration, prediction, explanation, timestamp, user, and action
context, while the associated artifacts remain in controlled off-ledger storage for
subsequent replay and verification. The framework was evaluated using SHAP on two
binary tabular classification tasks under four progressively stronger configurations:
NoAudit, VersionBound, HashOnly, and MerkleLedger. Predictive performance
remained unchanged across all configurations, with average accuracy, macro-F1, and
ROC-AUC of 0.9459, 0.9402, and 0.9560, respectively. MerkleLedger increased median
latency from 5.7012 ms to 6.1639 ms and required 1675.0084 bytes of dedicated audit
storage per record. Version binding enabled exact replay under the main SHAP
protocol, independent record hashing detected content modification and artifact
substitution, and Merkle commitment additionally detected deletion, reordering, and
root rollback. The results indicate that version-bound explanation provenance can
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provide replayability, content integrity, and ordered completeness with modest
operational overhead in the evaluated tabular setting.

SideLLM-Guard: Workload and Response-Length Leakage from
Streaming Metadata in Large Language Model Inference
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Abstract

Large language model services increasingly return generated text through streaming
interfaces. Prompt and response contents are excluded from a metadata-only
observation interface, while timing and size characteristics of streamed chunks may
remain visible to application-aware intermediaries such as APl gateways, reverse
proxies, or client-side telemetry components. The inferability of workload and
response-length properties from such application-stream metadata is studied. To this
end, SideLLM-Guard is proposed as a measurement and simulated-defense evaluation
framework in which observer-accessible timing, size, and shape features are extracted
from application-level streaming traces, a fixed attacker is evaluated under repeated
prompt-grouped holdouts, and the privacy-overhead behavior of simulated traffic
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shaping is analyzed. In a controlled two-model evaluation with 1,536 traces over eight
enterprise-style workloads, workload class is inferred with Macro-F1 0.749 + 0.026, and
the observed response-length bin is inferred from latency features with Macro-F1 0.898
+ 0.016. After request-size features are removed, workload Macro-F1 remains 0.685 +
0.017; the same value is obtained from response-side metadata alone. Workload
inference also remains informative after output-length matching (0.719 + 0.029) and
on non-truncated traces (0.781 + 0.037), while label-shuffle performance remains near
chance. A feasibility-constrained defense simulation using the same clean attacker
protocol reduces workload Macro-F1 from 0.749 to 0.148, but requires an estimated
13.82 s mean additional first-byte delay and 160.38% total bandwidth overhead. These
results identify application-stream metadata as a measurable privacy surface and show
that strong suppression can degrade streaming responsiveness.

StreamGuard-RT: Tail-Robust Real-Time Autoscaling under Multi-
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Abstract
Real-time cloud autoscaling uses workload forecasts, telemetry, and delayed feedback,
but corruption of these streams can cause large tail costs, capacity-based service-level
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proxy misses, and slow burst recovery. This paper develops StreamGuard-RT, a
controller-side multi-channel stream firewall that assigns channel trust, forms a
guarded demand estimate, projects candidate actions into an operational feasibility
set, and applies tail-aware risk-gated selection. The evaluation covers seven synthetic
and trace-inspired workloads, one clean condition, six corruption regimes, five positive
severity levels, five seeds, and 14 controllers or variants, totaling 1,085 non-redundant
configurations and 15,190 controller evaluations. For non-clean conditions with € >
0.20, StreamGuard-RT reduces P99 cost, CVaR99 cost, SLA-proxy misses, and capacity-
recovery delay by 87.09%, 87.12%, 93.49%, and 95.62% relative to Forecast-only.
Against Robust-MPC-lite, the reductions are 11.91%, 10.16%, 25.03%, and 26.40%,
with a 0.10% mean-cost increase. Thus, StreamGuard-RT remains close to Robust-
MPC-lite in average cost while improving tail-oriented metrics and exposing the
selector’s mean-tail trade-off.
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Abstract

Accurate household electricity load forecasting is essential for improving smart grid
operation, demand-side management, and energy cost optimization. However,
residential electricity consumption exhibits highly nonlinear and stochastic patterns,
making accurate prediction challenging for conventional statistical and machine
learning approaches. This paper proposes a hybrid forecasting framework that
integrates Long Short-Term Memory (LSTM) networks with the Whale Optimization
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Algorithm (WOA) to automatically optimize critical LSTM hyperparameters, including
the number of hidden neurons, learning rate, dropout rate, and batch size. The
proposed framework also incorporates a comprehensive data preprocessing pipeline
consisting of outlier treatment, feature selection, cyclical feature encoding, and Min—
Max normalization to enhance data quality and model robustness. Experiments were
conducted on a real-world household electricity consumption dataset collected from
Ho Chi Minh City, Vietnam. The results demonstrate that the proposed WOA-LSTM
model consistently outperforms the baseline LSTM model, achieving an RMSE of
1.8884, an MAE of 1.4291, a MAPE of 23.11\%, and an SR"2S score of 0.1479.
Compared with the conventional LSTM model, the proposed approach reduces
forecasting errors while improving the SRA2$ score by 60.24\%, indicating a
substantially better ability to capture the variability of household electricity demand.
Furthermore, convergence analysis confirms that WOA efficiently identifies near-
optimal hyperparameter configurations and promotes stable model training. These
findings demonstrate that the proposed hybrid framework provides an effective and
practical solution for short-term household electricity load forecasting and has
significant potential for real-time smart energy management applications.

LEAF-POE: Leakage-Aware Dual-View Temporal Malware Family Attribution
from Repeated Memory Snapshots
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Abstract

Machine-learning studies of volatile memory commonly treat exported rows as
independent although repeated dumps may originate from one malware specimen. We
reconstruct the malware portion of CIC-MalMem-2022 as 2,868 trajectories containing
27,979 snapshots and
evaluate a dual-view product-of-experts classifier. A 2 x 2 audit shows that random-row
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splitting inflates macro-F1 by 14.72 percentage points for snapshot evaluation and
14.43 points for specimen evaluation. Under specimen-disjoint repeated grouped
cross-validation, snapshot pooling obtains 0.4791 macro-F1 and fixed geometric fusion
obtains 0.5018, a gain of 2.27 points (paired component-bootstrap 95% Cl: 1.29-3.22);
this is much smaller than the leakage effect. Arithmetic-mean fusion obtains 0.4957.
Nested tuning adds only 0.17 points over fixed fusion. Non-inferiority of five snapshots
relative to ten was not established, and calibration results are mixed. The evidence is
limited to malware-only, closed-set, full-trajectory attribution on one corpus; external
and open-set generalization remain untested.
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Abstract

Accurate prediction of wireless network performance has become increasingly
important in modern communication systems, enabling network operators to
proactively manage resources, improve quality of service, and enhance user
experience. Artificial Neural Networks (ANNs) have demonstrated strong capabilities
in modeling complex and nonlinear relationships among various network performance
indicators. However, the effectiveness of ANN models largely depends on the selection
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of suitable hyperparameters, a challenging process that often leads to suboptimal
solutions when performed manually. This study investigates the role of the Ant Lion
Optimizer (ALO) in enhancing the predictive performance of ANN models for wireless
network performance forecasting. Specifically, ALO is employed to optimize critical
ANN hyperparameters, including the number of hidden neurons, learning rate, and
dropout coefficient. The proposed ANN--ALO framework is evaluated through several
case studies and compared with conventional ANN configurations. Prediction accuracy
is assessed using standard performance metrics such as Mean Squared Error (MSE),
Root Mean Squared Error (RMSE), and the coefficient of determination (SR*2S). The
experimental results demonstrate that the ALO-optimized ANN model achieves lower
prediction errors and greater stability than traditional ANN approaches. Nevertheless,
the increased computational cost and optimization time associated with the ALO
algorithm remain important considerations. Therefore, this study provides practical
guidelines for designing efficient ANN--ALO models that effectively balance predictive
accuracy and computational efficiency in wireless network environments. The findings
offer valuable insights for network engineers, system developers, and future research
on intelligent optimization techniques for communication network performance
prediction.

Conceptual Design of an Al-Based Smart Library Model: An Integrated
Al Chatbot Architecture for Academic Libraries
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Abstract

The rapid advancement of Artificial Intelligence (Al) has accelerated the digital
transformation of academic libraries from conventional information providers into
intelligent, user centered knowledge ecosystems. Emerging Al technologies,
particularly Large Language Models (LLMs), Retrieval Augmented Generation (RAG),
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and Al chatbots, offer significant opportunities to enhance library services through
natural language interaction, semantic information retrieval, personalized
recommendations, and research assistance. However, existing studies predominantly
focus on isolated Al applications, such as Al chatbots, semantic search, or
recommendation systems, without providing a comprehensive conceptual model that
integrates these technologies into a unified Smart Library ecosystem. This
fragmentation limits the strategic adoption of Al to support sustainable digital
transformation in academic libraries. Therefore, this study aims to design a conceptual
Al based Smart Library model supported by an integrated Al chatbot architecture for
academic libraries. The study adopts the Design Science Research (DSR) methodology,
comprising problem identification, requirement analysis, literature synthesis,
conceptual model design, architectural design, and conceptual validation. The
proposed model consists of six interconnected domains: Academic Library Challenges,
Digital Knowledge Ecosystem, Al Intelligence Engine, Smart Library Services, User Value
Creation, and Institutional Transformation. These domains collectively illustrate how
Al technologies can integrate digital knowledge resources, intelligent information
retrieval, conversational services, and decision support mechanisms to improve
information accessibility, personalized learning, research productivity, service
innovation, and institutional performance. The integrated Al chatbot architecture
connects Smart OPAC, institutional repositories, digital collections, knowledge bases,
and recommendation services into a unified intelligent service platform. The primary
contribution of this study is the development of a holistic conceptual model that
positions Al as the core enabler of Smart Library services. The proposed model provides
a theoretical foundation for future Smart Library research and practical guidance for
higher education institutions in designing sustainable, Al enabled library ecosystems
that address the evolving information needs of academic communities.

THE ECO-INTELLIGENT LIBRARY: A Narrative Literature Review on
Artificial Intelligence Applications for Green and Sustainable Library
Management

Eni Amaliah

Anggota

Indonesia
eni.amaliah@radenintan.ac.id
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Abstract

The intersection between Artificial Intelligence (Al) and the Green Library concept
remains fragmented across two largely separate bodies of literature: information-
science scholarship on green and sustainable libraries, and computer-science
scholarship on Al-driven automation and, more recently, on the environmental cost of
Al itself. This paper presents a narrative literature review that synthesizes these two
strands to answer one question: how can Al applications be strategically leveraged
within library management to support green library objectives, without ignoring Al's
own resource footprint? Sources were identified through targeted searches of open
academic databases and publisher platforms (2019-2026), prioritizing peer-reviewed
journal articles, systematic reviews, and institutional guidelines. Three thematic
applications emerge consistently across the literature: (1) Al-and-loT-enabled smart
facility management for energy efficiency, (2) natural-language-processing tools such
as chatbots for service digitization and paper reduction, and (3) predictive analytics for
demand-driven, waste-reducing collection development. Adoption, however, is uneven
and constrained by funding, infrastructure, and staff readiness. A separate and rapidly
growing body of computing literature documents that training and running large Al
models themselves consume significant electricity and generate measurable carbon
emissions, creating a genuine trade-off rather than a purely additive sustainability gain.
This review concludes with a conceptual, green-by-design framework for library
decision-makers and identifies the absence of empirical, library-specific carbon-
accounting studies as the primary gap for future research.

Performance Analysis of Multi-Hop Cognitive-Radio NOMA Networks
in the Presence of Passive and Active Eavesdroppers

Chau Tran Bao Chau Nguyen
Wireless Communication Laboratory, Posts and Telecommunications Institute of
Technology, Ho Chi Minh City, Viethnam
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Abstract

This paper investigates a multi-hop underlay cognitive-radio network employing non-
orthogonal multiple access (NOMA) in the presence of a passive or full-duplex active
eavesdropper. Decode-and-forward (DF) relays assist communication to two NOMA
users, while each secondary transmitter operates under both a peak-power limit and
an interference power constraint imposed by the primary receiver. The analytical
framework incorporates hardware distortion, imperfect successive interference
cancellation (ipSIC), active jamming, and residual self-interference. Closed-form
expressions are derived for relay decoding success, legitimate-user outage probability,
per-transmission intercept probability, and sequential end-to-end intercept probability
under the DF activation protocol. Monte Carlo simulations validate the mathematical
analysis. Numerical results demonstrate that relaxing either underlay power constraint
enhances reliability only until the other constraint becomes dominant. Moreover,
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active jamming degrades legitimate communication links, whereas residual self-
interference significantly constrains the active eavesdropper's interception
capabilities.

Adoption of Artificial Intelligence Chatbot Usage in Tourism Planning

Darren Bina, Anderes Gui
Nusantara University
Indonesia
darren008@binus.ac.id
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Abstract

Artificial intelligence (Al) chatbots have become increasingly important in tourism
planning by providing personalized recommendations, travel information, and decision
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support. However, understanding the factors that drive users’ adoption intentions
remains a critical research challenge. This study integrates the Unified Theory of
Acceptance and Use of Technology 2 (UTAUT2)and the Stimulus—Organism—Response
(5-0-R) framework to investigate the determinants of Al chatbot adoption in tourism
planning. A survey was conducted among 386 Indonesian respondents with prior
experience using Al chatbots for travel-related purposes, and the proposed model was
analyzed using Partial Least Squares Structural Equation Modeling (PLS-SEM). The
empirical findings reveal that anthropomorphism, perceived intelligence, interactivity,
and perceived usability significantly enhance users’ affective attitudes, which strongly
influence their intention to adopt Al chatbots. In contrast, performance expectancy and
effort expectancy do not exhibit significant effects, suggesting that users
increasingly regard these functional characteristics as baseline expectations rather than
differentiating factors. To further validate adoption prediction, three machine learning
classifiers—Support Vector Machine (SVM), K-Nearest Neighbors (KNN), and
AdaBoost—were evaluated using stratified 10-fold cross validation. Among them, SVM
achieved the best overall performance, attaining an accuracy of 84.21%, an F1-score of
84.32%, and an AUC of 0.9189. These findings demonstrate that emotional and
experiential factors play a more decisive role than functional attributes in promoting Al
chatbot adoption for tourism planning, offering valuable theoretical insights and
practical implications for tourism service providers and Al chatbot
developers.

Keeping_the_Data_at_Home__A_Local_Only_Architecture_for_Privac
y_Preserving_loT_Monitoring

Mrunal Sanwatsarkar

Stacknexu Technologies Pvt. Ltd
India
mrunalsanwatsarkarl@gmail.com

Abstract

Most smart home devices send sensor readings to
the cloud, where they sit on servers owned by someone else.
Users accept this trade-off for the convenience of remote access and intelligent
features, but it leaves a trail of environmental data—when someone is home, what
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rooms they use, how their routines shift—exposed to third parties. This paper presents
loTShield, a system built on the premise that privacy should be enforced by
architecture, not just promised in a terms-of-service document. The framework keeps
all processing local: ESP32 microcontrollers collect sensor data, an edge server handles
intelligence, and no payload ever leaves the premises without being both differentially
perturbed and encrypted. A dual-layer pipeline injects calibrated noise at the hardware
level to obscure routine behavioral patterns, then wraps the data in RSA-2048
encryption before transmission over MQTT. Anomaly detection runs through a
localized Llama 3.2 model managed by Ollama, generating natural language safety
alerts without any external API calls. End-to-end latency averaged 420 milliseconds
across continuous telemetry streams, and the system categorized over 1,500 distinct
anomalies into four severity tiers. The findings suggest that a truly local architecture—
one that never exposes raw sensor data to the public internet—can deliver responsive,
intelligent monitoring without conceding user privacy as the cost of convenience.

Detecting Scholarly Content Recycling Across Four Decades of Economics
Research: A Large-Scale Computational Analysis of Publication
Fragmentation and Generative Al Impacts

Mrunal Sanwatsarkar

Stacknexu Technologies Pvt. Ltd.
India
mrunalsanwatsarkarl@gmail.com

Abstract

This paper introduces a novel computational framework
for systematically detecting and analyzing strategic publication
fragmentation—the practice of dividing coherent research
programs into multiple discrete publishable units—across a largescale
corpus of  economics scholarship. Using a dataset comprising

32,414 National Bureau of  Economic Research working papers
spanning 44 years from 1980 to 2024, the analysis employs an
ensemble of natural language processing techniques including
BM25 for lexical matching, SPECTER embeddings  for semantic
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similarity, and a calibrated weighted blend of 30 percent lexical
and 70 percent semantic measures to compute over 193 million
pairwise paper comparisons. The methodological approach integrates

comprehensive author, institutional, and citation metadata
from Research Papers in Economics and OpenAlex, enabling
multidimensional characterization of content overlap patterns
across co-authorship networks, Journal of Economic Literature
classification codes, and temporal trajectories. Two principal
empirical  findings emerge from the analysis. First, a statistically
significant 2.1 percent average increase in textual similarity

scores is documented following the public release of ChatGPT
in  November 2022, with effects concentrated in lexical measures—
suggesting generative artificial intelligence tools primarily
facilitate surface-level text reproduction rather than conceptual
convergence. Second, and more fundamentally, the analysis identifies
73 paper pairs with similarity scores exceeding 0.90 published
in different prestigious economics journals with temporal
gaps averaging 5.8 years, revealing systematic content recycling
practices that predate generative artificial intelligence by decades.
The  distribution of same-author paper similarities exhibits clear
bimodality, with a secondary concentration above 0.85 indicating
strategic fragmentation behavior rationalized by institutional incentives
including tenure clocks and publication-based evaluation
metrics. Only 12 percent of these highly similar papers cite each
other, suggesting deliberate  obfuscation of intellectual relationships.
The analysis demonstrates that shared authorship remains
the strongest predictor of textual similarity across all measures,
with  effects 16.6 percent above baseline mean, followed closely
by shared Journal of Economic Literature classifications and
citation overlap. The findings challenge narratives positioning
generative  artificial intelligence as the primary threat to research
integrity, instead revealing artificial intelligence as an  accelerant
that amplifies pre-existing  fragmentation practices embedded in
academic evaluation systems. The methodological framework establishes
the feasibility of large-scale content similarity detection,
with implications for research evaluation policies, journal peer review
processes, and institutional incentives that currently reward
publication quantity over comprehensive knowledge synthesis.
This  work  contributes to the emerging literature on artificial
intelligence’s role in scholarly communication while providing
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empirical evidence for the rational adaptation of researchers to
guantitative performance metrics across academic disciplines.

Average BLER Analysis of MIMO TAS/MRC Systems Under Short-Packet
Communications

Cuong Nguyen-Thai, Loi Nguyen-Tien, Anh Le-Thi
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Abstract

Finite-blocklength transmission has become an important communication paradigm
for applications requiring stringent latency and reliability requirements in future
wireless networks. This work examines a downlink multi-antenna communication
system in which transmit antenna selection (TAS) is employed at the source, and
maximal ratio combining (MRC) is adopted at the destination to improve reception
quality. The transmitter dynamically activates the antenna providing the most
favorable channel condition, whereas the receiver coherently combines signals
collected from multiple antennas to exploit spatial diversity. Based on the finite-
blocklength framework, a closed-form analytical expression for the average block error
rate (BLER) is developed over Rayleigh fading channels. The analytical derivation is
verified through extensive numerical experiments and Monte Carlo simulations. The
obtained results indicate that the joint TAS/MRC strategy can substantially enhance
transmission reliability without sacrificing the low-latency characteristics of short-
packet communications. Moreover, the influences of several design parameters,


https://socio.org.uk/rtis/openconf
mailto:cuongnt@haui.edu.vn
mailto:loint@haui.edu.vn
mailto:leanh@haui.edu.vn
mailto:danghung8384@gmail.com
mailto:danghung8384@gmail.com

Eighth International Conference on Real-time Intelligent Systems (RTIS 2026)

including packet length, information payload size, and receiver antenna configuration,
are investigated to highlight their effects on system reliability and delay performance.

Implementation of XGBoost Model for Electricity Consumption
Prediction Using loT Sensor Data
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Abstract

The increasing  demand for  effective  energy management has
driven the need for intelligent electricity consumption monitoring and prediction
systems. However, fluctuating electricity usage patterns complicate the prediction
process. This study develops a web-based prediction system using the XGBoost
algorithm based on Internet of Things (IoT) sensor data. Historical sensor data collected
from PZEM-6L24 sensors is utilized to predict hourly electricity consumption on a
monthly scale. The system provides features for monitoring, graphical visualization,
predictive analysis, and report downloading. Model evaluation employs metrics
including Mean Absolute Error (MAE), Mean Absolute
Percentage Error (MAPE), Root Mean Square Error (RMSE), Coefficient of
Determination (R2), and Accuracy. Test results indicate that the model achieves an
accuracy of up to 83.36%, with MAE values ranging from 2.77 to 4.46 kWh. The
evaluation results show that prediction
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accuracy varies across testing periods and remains influenced by the fluctuating
characteristics of the electrical energy consumption data. Furthermore, black-box
testing and Technology Acceptance Model (TAM)
results demonstrate that all main features function properly and have achieved an
excellent user acceptance rate with a total TAM score of 4.39. Based on these results,
the developed system is capable of monitoring and predicting electrical energy
consumption based on historical
loT sensor data through a web platform.

Drug-Disease Association Prediction via Weighted Nearest Neighbor
Augmentation and Multi-Paradigm Feature Fusion

Thi Huong Lan Nguyen, Thi Thanh Huyen Nguyen, Dang Hung Tran
Hanoi University of Industry
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Abstract

Drug—disease association (DDA) prediction is challenging because known associations
are sparse and individual computational approaches capture different aspects of drug—
disease relationships. This paper proposes WKMPF, which uses WKNKN to augment
the training association matrix with similarity-supported pseudo-positive entries and
constructs complementary features using four representation paradigms. The resulting
features are integrated by a weighted ensemble of tree-based classifiers. On Cdataset,
WKMPF achieved an AUC of 0.9759 + 0.0041 and an AUPR of 0.9790 + 0.0033 under
10-fold cross-validation, obtaining the highest AUC and AUPR among the compared
methods. Ablation experiments show that WKNKN augmentation and ensemble
learning contribute most to the performance gain. In a lung cancer case study, eight of
the top ten predicted candidates were supported by associations recorded in CTD.
These results indicate that combining association augmentation with complementary
prediction paradigms is effective for DDA prediction.

On-Device PM2.5 Forecasting with Cloud-Assisted CEEMDAN-LSTM on
ESP32 Microcontrollers
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Abstract

Although hybrid CEEMDAN-LSTM models can improve PM2.5 forecasting accuracy,
their memory-intensive decomposition and sifting make full on-device execution
challenging on resource-constrained microcontrollers such as the ESP32-S3. To
preserve decomposition benefits, we propose an asymmetric, decoupled, edge-cloud
architecture in which the cloud server uses CEEMDAN to decompose historical PM2.5
observations and transmits the compact (168,14) feature tensor over Wi-Fi, while the
ESP32-S3 runs a lightweight INT8-quantized LSTM for local multi-horizon inference.
This workflow requires only a 2.30 KB payload per cycle and could support partial
offline operation using a cached feature tensor. In the present experiments, server-
side feature generation and network transmission were emulated offline, whereas
recurrent inference was executed on the ESP32-S3. On the Hanoi dataset, CEEMDAN-
LSTM achieved R2 values of 0.864 and 0.595 at the 1-hour and 6-hour horizons,
respectively, outperforming both raw-input baselines, with a larger margin at the
longer horizon. On-device evaluation achieved an R2 of 0.824 at the 1-hour horizon,
comparable to that of the offline Float32 reference, with a mean inference latency of
995.48 ms, well within the hourly forecasting cycle. The serialized INT8 model occupies
only 68.38 KB, a 54.1% reduction in model size compared to the Float32 form with
minimal accuracy loss. These results demonstrate the feasibility of recurrent inference
on the ESP32-S3, suggesting that forecasting models could run locally on each
monitoring node to reduce the inference workload on the server in multi-device
deployments.

A Hybrid User-Based Collaborative Filtering Framework for
Personalized Furniture Recommendations in E-Commerce

Thai Cuong Nguyen, Van Tan Ngo, Thi Thanh Huong Nguyen, Thi Bich Lien Dinh
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Abstract

Personalised recommendation has become an essential functionality of modern e-
commerce platforms, particularly in furniture retail, where customer preferences are
highly subjective and aesthetic-driven. However, recommendation quality is often
degraded by sparse user—item interactions and cold-start situations during the early
deployment stage. This paper proposes a lightweight hybrid recommendation
framework that integrates User-Based Collaborative Filtering, Adjusted Cosine
Similarity, and a popularity-based fallback strategy to improve recommendation
accuracy while maintaining practical deployment efficiency. The proposed framework
was implemented in the NiRi Decor e-commerce platform using Spring Boot, Next.js,
and PostgreSQL. Experimental evaluation on a real-world dataset comprising 2,450
users, 1,280 products, and 38,600 ratings demonstrates that the proposed framework
outperforms conventional recommendation approaches, achieving a Precision@10 of
0.71, Recall@10 of 0.65, RMSE of 0.64, and a Hit Rate of 0.82. Furthermore, the
recommendation service achieves an average response latency of approximately 350
ms, while experimental tuning indicates that neighbourhood sizes between 10 and 30
provide a practical balance between recommendation quality and computational cost.
These results indicate that the proposed framework provides an effective and practical
solution for personalised furniture recommendation in real-world e-commerce
environments.

A Lightweight Depthwise Separable 1D-CNN for Real-Time PPG-based
Human Activity Recognition on ESP32 Microcontrollers
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Abstract

Conventional wearable human activity recognition (HAR) systems often rely on
secondary inertial measurement units (IMUs) to supplement optical
photoplethysmography (PPG) sensors, which increases hardware complexity, cost, and
power consumption. This paper proposes a lightweight, single-sensor HAR paradigm
that exploits the motion artifacts in PPG signals as descriptive motion signatures,
eliminating the need for IMUs. To enable edge deployment, we design an ultra-
lightweight depthwise separable 1D convolutional neural network (1D-CNN). Evaluated
on a three-class activity set (Sitting, Lunch, and Walking) from the PPG-DalLiA dataset,
the proposed model achieves a test accuracy of 90.06% on unseen subjects using only
1,147 parameters, a 55.8% reduction compared to a standard 1D-CNN. The model runs
via TensorFlow Lite Micro on an ESP32 in native 32-bit floating-point format, achieving
an execution latency of 37.53 ms and a peak RAM foot-print of 35.59 KB, providing
initial evidence that physiological-only HAR is feasible on low-cost wearables.

SmartLockFacePro-KG: A Knowledge Graph-Based Authorization
Framework for Biometric Access Control in Intelligent Internet of
Things Systems
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Abstract

Face verification can identify a person, but it does not by itself decide whether the
person is allowed to open a specific lock. This paper presents SmartLockFacePro-KG, a
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prototype framework for biometric access control in intelligent Internet of Things
systems that separates face verification from KG-based authorization. The face module
uses an InsightFace/ArcFace embedding pipeline and gallery-based cosine matching.
After a successful match, the backend creates a normalized access request and
evaluates it against an RDF/OWL policy graph using SPARQL candidate selection and
explicit constraint checks. The policy graph models role, action, target lock or protected
resource, context, time window, device state, and request attributes. The
authorization engine applies deny-overrides and default-deny semantics before any
unlock command is generated. The prototype was evaluated with 1,000 request-level
records exported from the implemented workflow. The results show that the KG-based
authorization layer can deny a matched user when role, time, context, or device-state
constraints are not satisfied. The study is positioned as a prototype and request-level
evaluation, not as evidence of production-ready biometric security.

Operationalising Surveillance, Data Ethics, and Student Autonomy: An
Ethical Al Balanced Scorecard for Indian Higher Education

Vijay R

Research Scholar, Mandya University, & Vijaya School of Business Management.
Hyderabad

India

mail2vizay@gmail.com

Ch Chaitanya

Principal, Vijaya School of Business Management, Hyderabad & Mandya University,
Karnataka

India

principalvsbm17@gmail.com

Shankar Lingam. M

Chaitanya Deemed University, & University of Mysore & Mandya University
India

shankumacharla@gmail.com

Abstract
Artificial Intelligence (Al) is increasingly making its way into higher education through
learning analytics, automated assessment and proctoring, student support, predictive


https://socio.org.uk/rtis/openconf
mailto:mail2vizay@gmail.com
mailto:principalvsbm17@gmail.com
mailto:shankumacharla@gmail.com

Eighth International Conference on Real-time Intelligent Systems (RTIS 2026)

systems and generative-Al governance. The review reveals that privacy, surveillance,
bias, transparency and accountability, equity and learner autonomy are among the
most consistent ethical concerns across the literature, with far fewer being adapted
into a cohesive institutional performance framework. The current integrative review
attempts to develop an Ethical Al Balanced Scorecard (EAIBSC) for Indian higher
education. Instead of providing a new unique student dataset, this article synthesizes
existing published empirical and review evidence and operationalises ethical
governance by a Balanced Scorecard logic across six interdependent perspectives: (1)
Student rights and autonomy; (2) Data ethics and privacy; (3) Algorithmic justice; (4)
Governance and accountability; (5) Educational value; and (6) Trust and legitimacy.
Modern systematic reviews find continuing research deficiencies at the interface of
empirical validation, geographic diversity and policy implementation, whilst India-
focused work highlights data-governance, surveillance and regulatory challenges as
well as potential educational benefits. Hence, the review reconceptualises ethical Al
from a principle-compliance dilemma to a strategic governance challenge that requires
educational value to be weighed against informational power and student rights.
Contributions include a scorecard derived from the review, a typology of Al-enabled
surveillance, an indicator for governance propositions and an agenda to empirically
validate research in this area. This framework represents a tool for theory building and
management, rather than completed primary-data validation.

Lightweight NLP-driven Logistic Regression for Multi-Label Toxic
Comment Classification

Kiruthika K, Dhileepan M
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Abstract

Toxic comments posted on social media pose serious risks, including cyberbullying, hate
speech, and online harassment, necessitating accurate and efficient automated
moderation systems. This paper presents a lightweight yet effective multi-label toxic
comment classification framework based on Logistic Regression, trained on the Jigsaw
Toxic Comment Classification dataset. The proposed model employs a streamlined
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natural language processing pipeline comprising text normalisation, stop-word
removal, Snowball stemming, and TF-IDF vectorisation, combined with a One-vs-Rest
strategy to handle the multi-label nature of toxicity. Experimental evaluation using
precision, recall, F1-score, and ROC-AUC metrics demonstrates that the approach
provides strong baseline performance while requiring only 3.92 MB of storage and
achieving an inference time of 0.00014 seconds per sample, making it suitable for real-
time and resource-constrained deployment. Importantly, label-specific decision
threshold calibration is introduced as a post-training optimisation step, yielding
substantial recall improvements for low-frequency toxicity categories such as severe
toxic, threat, and identity hate without increasing model complexity or inference cost.
In addition, coefficient-level interpretability provides transparent insights into label-
specific toxic indicators, supporting trustworthy and auditable content-moderation
applications.

Constraint-Aware Neuro-Symbolic Learning with Domain Knowledge
Injection: A Type-2 Fuzzy Framework for Interpretable Analytics

Farjana Yesmin
Independent researcher
United States
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Nusrat Shirmin
Independent researcher
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shirmin.ns@gmail.com

Abstract

Neuro-symbolic Al promises to unify data-driven learning with interpretable symbolic
reasoning, yet practical frameworks for uncertain, high-dimensional real-world data
remain limited. We present a constraint-aware neuro-symbolic framework achieving
bidirectional integration between a neural encoder and Type-2 fuzzy symbolic
constraints. A key contribution is that symbolic bounds are derived from external
domain knowledge WHO air quality standards rather than model predictions, making
the Symbolic-to-Neural direction a genuine injection mechanism rather than
regularization. A domain-knowledge-constrained variant demonstrates that external
bounds achieve higher constraint satisfaction (26.2%) than model-derived bounds
(13.7%), directly validating the symbolic component. We evaluate across five datasets
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spanning four domains (environmental, energy, financial, cybersecurity) using 5-fold
cross-validation, ablation study, fairness analysis, and scalability testing up to 100,000
samples. Constraint satisfaction: the fraction of learned representations satisfying
external domain bounds is introduced as a new symbolic validation metric.
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The rapid development of Artificial Intelligence (Al) technology has transformed the
way students interact with information. However, high-intensity use is often associated
with declining critical thinking skills and growing academic dependency. Amid the
dominance of Western-oriented ethical frameworks, evaluations of Al use from an
Islamic perspective—specifically through the lens of Information Figh—remain rarely
studied empirically. This study examines the relationship between the intensity of Al
usage (Al Practices) and students' ethical practices, measured across four dimensions
of Information Figh: Tawhid (divine accountability), Tabayyun (thorough verification),
Amanah (intellectual honesty), and Maslahah (public and personal good). Using a
quantitative design and an analytical survey approach, the study collected data from
146 Library and Information Science students in Indonesia through a structured 4-point
Likert-scale questionnaire that met construct validity and internal consistency criteria
(Cronbach's Alpha > 0.70). Data were subsequently analyzed using Pearson correlation
aided by SPSS. The results reveal that Al is deeply integrated into respondents'
academic routines (averaging 1.29 hours/day, 3.20 times/week), yet this is balanced by
strong ethical awareness. Most respondents validate Al outputs before trusting them
(89.04%) and actively strive to avoid cyber-plagiarism (71.79%). Pearson correlation
analysis confirmed a statistically significant, moderate-to-strong positive relationship (r
=0,651; Sig. = 0,000; N=146) between the intensity of Al Practices and Information Figh
scores. This indicates that more intensive Al usage is directly proportional to a
heightened ethical-religious consciousness rather than a decline. These findings
underscore that Information Figh can serve as a valid quantitative instrument for
measuring digital ethical awareness in the Al era, while also offering a valuable
benchmark for higher education institutions in formulating Al governance policies
rooted in intellectual integrity and religious values.
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Abstract

Agricultural workers often work for long hours under high temperatures and direct
sunlight while performing physically demanding tasks. These conditions can lead to
heat stress and, in severe cases, heat exhaustion or heat stroke. In many workplaces,
the worker’s condition is still checked through manual observation or by asking the
worker about their symptoms. Such methods may not provide an early warning. To
address this issue, this paper presents LifeLink, a wearable IoT system designed to
monitor and classify heat stress in agricultural workers in real time. The proposed
system collects six physiological and environmental parameters using different sensors
for heart rate and blood oxygen saturation, body temperature, ambient temperature
and humidity and galvanic skin response (GSR) sensor to measure the physiological
condition of the worker. The collected data are processed using a quantized multilayer
perceptron (MLP) model implemented with TensorFlow Lite Micro. The model requires
only 3,392 bytes after int8 post-training quantization and classifies the worker's
condition into three levels: Normal, Moderate, and Severe heat stress. The model was
evaluated using a physiologically based dataset samples. It achieved accuracy, while the
Random Forest, Decision Tree, and rule-based threshold approaches achieved 99.89%,
99.0%, and 86.0%, respectively. When Moderate or Severe heat stress is detected, a
warning is issued via buzzer and TFT display. Higher-level alerts trigger a GPS-based
SMS through the GSM module and update a Firebase dashboard for remote worker
monitoring. The proposed system combines wearable sensing, TinyML, and loT
communication to provide a practical approach for continuous heat-stress monitoring
in agricultural environments.
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Access to social welfare services is often hindered by limited public awareness,
fragmented information sources, complex eligibility criteria, and difficulties in
identifying appropriate support programs. These challenges can particularly affect
vulnerable and digitally underserved communities. This paper proposes a Retrieval-
Augmented Generative Al (RAG) system for real-time access to social welfare services,
enabling users to obtain reliable, contextual, and personalized information through a
conversational interface.
The proposed framework integrates a curated knowledge base containing verified
information on welfare schemes, eligibility criteria, benefits, application procedures,
and support services with a retrieval mechanism and a Large Language Model (LLM).
For each user query, relevant information is retrieved from authorized sources and
provided as contextual input to the LLM to generate an informative natural-language
response. This approach aims to reduce hallucinations associated with standalone
generative Al while supporting real-time access to updated welfare information. User-
context parameters can further improve the relevance of service recommendations
while incorporating privacy and responsible Al principles.
The proposed system will be evaluated using retrieval accuracy, response relevance,
factual consistency, hallucination rate, and response latency. Its performance will be
compared with conventional keyword-based search and standalone LLM approaches.
The study aims to demonstrate how RAG and real-time Generative Al can simplify
access to social welfare information, improve information accessibility, and support
inclusive and efficient delivery of essential social services.
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Facial manipulations generated by deep learning synthesis present significant forensic
challenges across digital media. While conventional spatial detectors capture
prominent boundary artifacts in uncompressed imagery, they exhibit acute
vulnerability to spatial smoothing corruptions and overlook spectral and inter-frame
inconsistencies. To address these vulnerabilities, we implemented an explainable Tri-
Modal Frequency-Aware Transformer that unifies spatial textures, discrete frequency
representations, and video-only forward differential dynamics. A bidirectional Cross-
Modal Attention mechanism calibrates heterogeneous feature streams, mitigating
optimization collapse observed in naive multi-modal concatenation before Transformer
based feature fusion. The architecture incorporates gradient and attention-based
attribution across all three modalities to provide verifiable forensic evidence. The
framework was evaluated under sequence-disjoint video partitioning and systematic
corruption benchmarks. Experimental findings demonstrate that cross modal attention
stabilizes multi-stream training, while frequency and temporal representations provide
complementary evidence against compression and spatial degradation.
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